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“The most profound technologies are those that disappear. They weave themselves into 

the fabric of everyday life until they are indistinguishable from it.”  

- Mark Weiser, Xerox Parc,1991 

In his 1991 article The Computer for the 21st Century (Weiser, 1991), Mark Weiser envisioned a future 

where technology disappears into the background. Over 25 years later, we are finally beginning to 

see it be realised, as data science and pervasive computing combine (Davies & Clinch, 2017). 

  

Pervasive computing enables five types of reaction to data inputs. At the simplest level, we can 

automate a process – ‘if this… then that…’  If it gets dark, turn the light on. If it gets cold, turn the 

heating on, etc. No analysis is required. When a threshold is met, an action occurs. Over the past 

decade, we have become increasingly used to getting technology to respond to our commands. 

Instead of setting a fixed rule, we ask questions or state what we want to happen and when. The 

rise of virtual personal assistance has normalised being alerted when conditions change 

unexpectedly, such as a disruption that may affect travel plans. As more of our everyday lives 

become digitised, our digital twins start to monitor for patterns in our behaviour, spot trends and 

predict what may happen next. The logical extension is to take over and adapt choices on our 

behalf, leading to a new form of automation that is no longer limited to static rules. 
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These developments are generating interest and investment in three areas: augmented cognition, 

autonomous vehicles, and smart spaces. Augmented cognition is currently being expressed through 

virtual personal assistants accessed via mobile, wearable and embedded devices. Examples include 

keeping track of diary events and travel plans, monitoring our 

health and fitness, arranging online shopping, and alerting us 

about situations beyond the reach of our natural senses that 

may affect our behaviour.  In 2017, Google demonstrated the next stage of virtual assistance, Google 

Duplex, with a virtual assistant initiating and conducting a telephone call on behalf of its owner 

with a human recipient at a business to organise an appointment that satisfied both parties 

(Machkovech, 2018). Whilst driverless cars may have some ‘hurdles’ to cross before becoming 

common place on roads, smart technology is increasingly being introduced into driven vehicles to 

adapt to the dynamic nature of our physical world, from simple sensing 

to automatically switch on headlines and windscreen wipers, to 

automatic parking and heads-up displays (HUDs) that can alert to 

changing road conditions. Honda recently announced a pilot in Ohio 

(Baldwin, 2018) that incorporates a HUD capable of interacting with sensors installed at 

intersections to alert drivers to what’s out of sight around the corner. The sensor is a wide-angle 

camera recording video that is then analysed in real-time to detect pedestrians, cars and emergency 

vehicles. If detected, an alert can be sent immediately to the HUD in the oncoming vehicle.  But 

what about smart spaces? With augmented cognition, the focus is on one individual with many 

possible interaction points. With autonomous vehicles, the focus 

is on many vehicles incorporating a limited set of instructions. 

Smart spaces are a much vaguer concept: smart for whom – the 

many or the individual? Our virtual personal assistants may tell us what train we need to catch, 

what time it will leave and from which platform. But ask about conditions at the station itself – how 

busy? What’s the best entrance to use? These questions today remain difficult to answer… 

Connected Environments 

At the Bartlett Centre for Advanced Spatial Analysis (CASA), University College London, where I 

am currently conducting doctoral research in cognitive computing and spatial intelligence, we have 

a newly formed department to advance research into smart spaces – Connected Environments – 

headed by Professor Duncan Wilson, formerly of the ICRI, Intel’s Collaborative Research Institute 

for Sustainable Cities, a collaboration between Intel, University College London, Imperial College, 

the London Legacy Development Corporation (LLDC) and the Future Cities Catapult (FCC).  

Augmented cognition: extending 
the reach of our natural senses 

Autonomous vehicles: 
adapting automatically 
to dynamic conditions 

Smart spaces: smart for whom  
– the many or the individual? 
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The Connected Environment’s research will target three areas: Edge Analytics, Sensory Computing 

and Spatial Reasoning. Edge Analytics will explore the potential for embedded artificial intelligence 

on low-power devices that can enable targeted real-time analytics and environmental feedback. 

Sensory computing will explore novel methods for data capture and delivery, through mechanisms 

such as augmented and virtual reality, and utilising sensors inspired by nature and biology, such as 

ultrasonic and near-infrared spectrums that are invisible to the human senses. Spatial reasoning 

will explore the potential to augment world models with reality data and vice versa. 

The following are two examples of research into connected environments, to demonstrate the 

growing link between data science and the internet of things. 

Estimating the population present 

Our mobile devices can provide all sorts of information to assist navigating between places within a 

city. They can tell us what the weather is like beyond what we can see by looking out the window. 

They can tell us whether or not public transport is running on time, what time the next bus or train 

is due, and which platform or stop it is departing from. Some online services even provide activity 

levels as hourly trends through the day. For example, when a particular restaurant is most likely to 

be busy or quiet. But they struggle to tell us what is going on at a given place right now. Is it busier 

or quieter than usual today? Are conditions normal or abnormal, expected or unexpectedly so? If 

an incident were to occur, how many people would be affected or at risk? 

One area we have been studying is the Queen Elizabeth Olympic Park (QEOP) in Stratford, East 

London. Host to the London 2012 Olympics, the area is undergoing substantial redevelopment. The 

park provides large urban green spaces for outdoor activities, rest and recreation, but also contains 

a number of event venues including a large stadium. It is surrounded by residential and non-

residential buildings, and transport hubs offering local, national and international travel. The 

image below shows an outline of the park on the left. How many people are likely to be present? If 

we used the traditional official population statistic – the residential census – the answer would be 

0. Currently, there is no residential accommodation within the boundary.  An alternative measure 

is the ambient average, which redistributes residential census data for a district by local spatial 

attributes. One such measures is LandScan (Bhaduri, Bright, & Coleman, 2007). For the highlighted 



-     - 4 

boundary, the estimate in 2015 was that approximately 8,000 people would be present during an 

average. But contextual knowledge of the area means we know that the population can range up to 

80,000 on a given day. The London Stadium has a maximum capacity of 80,000 for staged events 

such as music concerts, and 55,000 for sports events. 

 

Whilst we can estimate the number of people present during an event at the stadium, what about 

the rest of the time? How do we find out if the population is closer to the residential estimate of 0, 

the ambient average of 8,000, or something else? This is where pervasive computing can help. The 

image on the right above shows a plot of mobile devices posting updates from an app during a an 

hour of a day in June 2017. The devices are anonymised and we have no information about who may 

be using the app. A total of 1,500 devices entered the landscape at least once during June 2017. Can 

this small sample be representative and reveal how many people are present? Well, on its own, no. 

But if we blend the data with a more robust source that is representative of the population, then 

potentially we can use this sample to indicate contextual variation in presence.  

And that’s what the image below shows. The active population is estimated as a function of the 

ambient average and a contextual weight. The ambient average provides the baseline estimate for 

the population size. LandScan divides the world into a grid of cells and then uses a complex 

algorithm to redistribute census data. This provides the baseline. Within each cell, the number of 

devices present for each hour of each day in the month of June are calculated. The average number 

present is given a weight of 1.0, matching the ambient baseline. The weight is then scaled for 

different contexts based on the variation in the number of devices present. To emphasise that it is 

still only a rough estimate, the result is rounded to the nearest 500. The image below shows the 

outcome for the LandScan cell that contains the London Stadium. Whilst the ambient baseline is 

fixed at 5,907 regardless of date or time, the active estimate produces a more dynamic profile, 

dropping to just 1,500 at 10am on a non-event Friday, nearly doubling to 10,000 during the 
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afternoon commute at 6pm, and increasing by an order of magnitude to 70,000 at the same time if 

a music concert is scheduled to take place at the stadium. Whilst this estimate may be low if the 

concert is sold out, it is a much closer representation of reality than the static ambient estimate.   

 

Discovering ecological diversity 

The second example is a project completed by the ICRI during 2017 that was deployed in the QEOP 

to detect the presence of bats. The presence and variety of bats detected in an area are considered 

to be a good indicator for the general health of a natural environment such as the park. And the 

park contains a number of bat boxes, mostly installed under bridges (see image below). 

 

An ‘Echo Box’ was constructed, consisting of an Intel Edison board, Arduino breakout board, and 

microphone capable of detecting high-frequency sounds. The goal was to determine if it was 

possible to detect bat calls during the night. You can view the live results mapped and find out 

more at www.batslondon.com. An image of the Echo box is shown below. Every six seconds, three 

seconds of audio are captured and converted into a spectrogram image. A machine learning 

algorithm is then used to detect whether audio resembling bat calls is contained within the 

spectrogram image. If yes, a notification is posted to the online service. The solution demonstrates 

conducting real-time analytics ‘at the edge’. There is no need to send large amounts of audio or 

visual data to an online service for analysis. Instead, just the result – a simple indicator – can be 

posted live to be mapped in real-time. If desired, the spectrograms can be stored and later 
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uploaded or retrieved in bulk, for more detailed analysis by experts to help improve the machine 

learning algorithm, such as refining training data to improve detection or identify different species. 

 

The Echo Box (source: www.batslondon.com)  

Local – Global – Remote 

The two examples above share a common theme – extending the boundaries of technology to build 

richer solutions. Pervasive computing is about computing and analytics at the edge – small-scale 

and low-cost devices that can be deployed in the environment and function independently, 

provided they can be kept powered. The bat-sensing echo box was able to convert an audio-

recording into a spectrogram image and analyse its contents to detect high-frequency bat calls, all 

using the computing power of the Intel Edison, no longer in production but similar to the 

Raspberry Pi devices available. But the solution can be advanced further by incorporating period 

updates, sharing the spectrograms online to improve the training data used to develop the machine 

learning algorithm, and engaging with expertise to identify the species in more detail. Similarly, 

predicting the population present benefitted from combining real-time data traces being sensed 

within the environment, with archived administrative data.  

Sensor data gets smarter when we utilise the range of different technologies and services available 

to augment intelligence. At the edge, we can use low-cost devices to both sense and actuate the 

environment, providing feedback that can assist those directly present. Cloud computing enables 

us to fuse multiple data sources together quickly and in near real-time, and discover new insights. 

Many cloud computing providers are now releasing a range of algorithms to perform analytics with 

minimal coding expertise that can satisfy many common scenarios. And can connect us to the 

necessary expertise and official data records when digging deeper into the uncommon scenarios, to 

validate and/or explain the insights being generated. 
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Data Challenges 

As more sensors and internet-connected devices are deployed in urban environments, we need to 

consider how the data is acquired, analysed and used in decision-making. Big data is so-called 

because it defies traditional data management principles and statistical methods. That doesn’t just 

mean the data is literally big. The label applies to data that conforms to any of the V’s. They started 

out as three (Laney, 2001) and have been extended to six (Williams, Burnap, & Sloan, 2016): 

 

Whether or not data is applicable or appropriate in decision making is very much dependent on the 

velocity of the data – how quickly different sources are generated, propagated and then change, 

particularly if fusing sources together that have different rates of change. The variety of formats – 

including text, images, audio/video recordings and sensor readings – means different algorithms 

are often applied to extract meaning. Do the sensors or algorithms need (re)calibrating over time? 

Can we trust the data? Should we question its veracity? And is the source or application ethical? 

The use of big data faces big questions and big responsibilities. 

Also, much of the sensed data will ultimately affect a human choice. For all the instrumentation 

being deployed in the world, we are still dealing with samples and rarely have the luxury of 

complete data. Any outcomes should pass tests of external validity – is the sample representative, 

robust and relevant for the use case? 
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When using machine learning algorithms, results can often be presented as simple statements that 

hide a lot of complexity. When making statements about the accuracy of the algorithm, it is 

important to be able to challenge both precision and recall. I can be wrong to six decimal places. I 

can be correct, give or take a few thousand… Does the algorithm need to exclude all incorrect cases 

(high precision required) possibly at the expense of some of the correct cases, or does it need to 

detect all correct cases (high recall) but may include some negatives within the range… ? 

And finally, when we are tinkering with sensor data, we need to be thinking about intended uses. 

GDPR came into effect in May 2018 and has very clear instructions for the handling of personally-

identifiable data. Who owns the data being sensed? The sensor, or the sensed? What about when 

multiple sources are combined? How do we ensure provenance whilst protecting privacy? And 

what about informed consent when people and their wifi-enabled devices wander within range of 

sensors sniffing out data…? 

Data Opportunities 

There are many challenges to consider as we increasingly use sensors and data science to explore 

and augment the physical world and human activities occurring within it. But there are also plenty 

of opportunities. Over the past three years of research, the common reaction I have seen when 

people are given the opportunity to interact digital sensors in physical environments has been to 

embrace them, particularly natural user interfaces that respond to sound, touch and movement. 

From talking trees in the park to digital fonts in churches, the opportunity to empathise with 

others and our surroundings, is commonplace. The final image below is from the Larmar Tree 

festival 2018, where a balloon tribute was integrated into a performance by the band Public Service 

Broadcasting, with the balloon colours changing and flashing in sync with the song to create a 

moving tribute to one of the organisers who had died before the event.  

 

This paper doesn’t cover the complete talk delivered at the Things Conference, but hopefully has 

provided some ideas about how sensor data can get smarter.  
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Additional information: 

• Bats in Queen Elizabeth Olympic Park – www.batslondon.com  

• Connected Environments & Things That Think A Little - 

https://www.ucl.ac.uk/bartlett/casa/events/2018/oct/10-oct-2018-5pm-connected-

environments-things-think-little-professor-duncan-wilson  

• The Bartlett Centre for Advanced Spatial Analysis -  https://www.ucl.ac.uk/bartlett/casa/  

• Author’s web site – http://www.joiningdots.com 
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